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Introduction

There are many different algorithms and models that 
attempt to forecast the future behavior of the stock market 
(e.g. to predict the price movement at a certain point in the 
future). When investors do risk analysis on the assets in their 
portfolio it is invaluable to have a reliable model to assist 
their decision on how to allocate between different assets.

The behavior of assets are stochastic due to the large 
amount of features and parameters (e.g. interest rates and 
volatility) that affect them. It is therefore difficult to predict 
the behavior unless all the relevant features and their 
correlations are taken into account. A successful model will 
therefore need to fulfil certain criteria, such as dealing with a 
large amount of data and a large variety of features to make 
a forecast in a non-linear way. Some machine learning 
models meet these criteria, which leads us to the purpose of 
this project: examining the predictive power of selected 
features on future asset behavior using machine learning 
models. 

For this project the machine learning model used is:

• Long short term memory neural network (LSTM).

This is a model that is loosely based on how neurons learn in 
the brain. More detailed information about the model will be 
given in future sections. 

The principle of the project is to be able to use features from 
the asset (e.g. past stock price data), macroeconomic 
indicators (e.g. interest rate) and possibly other forms of 
relevant data (an example could be news sentiment data) to 
create a model that is able to  predict the movement of the 
stock price in the future. 

This should in turn assist in how to allocate between assets 
(in our case between stocks and bonds) depending on the 
predicted stock price movement. 

A problem that will arise with a large amount of features is 
that the amount of data that is needed will increase. Due to 
limited data it is therefore beneficial for the model to only 
have the most relevant features for some given asset. This 
will avoid the problem of too many features and the data 
demand that comes with it, while keeping the predictive 
power of the features high. Using many unnecessary features 
can also lead to an increase in noise, making it harder for the 
model to learn. 

Decisions on the selection of relevant features can be done 
manually by an analyst who has knowledge and experience 
within the field, or through different kinds of algorithms. Due 
to the importance of relevant features a sizeable aspect of 
this project is to analyse features. The main way of selecting 
relevant features in this project is done through statistical 
and algorithmic methods.

Purpose of this project
A more specific description of this project is to use the 
machine learning model to predict if there will be a price 
drop for a specific stock or stock ETF in the coming week. The 
threshold used to determine if it is a sizeable drop or not is a 
drop of -2 % of the current price. If the price is predicted to 
drop by the threshold amount the portfolio is allocated to 
bonds or bond ETF to protect against the price drop. If the 
model predicts a stable or increasing stock market, the 
portfolio is allocated to stocks. This is compared to a 60/40% 
portfolio strategy where the portfolio is made up of 60% 
stocks and 40% bonds. The process is visualized in Figure 1. 
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Figure 1: Framework of the project. The model makes a prediction 
on the movement of the stock.  
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Theory/Model description

Machine learning models
Machine learning models are computational algorithms that 
learn over time by the use of data. The model used in this 
project is a supervised machine learning model. Supervised 
models are given the true value for each prediction or 
classification it makes in its training phase. The model learns 
by trying to make the difference between its prediction and 
the true value as small as possible. 

Neural networks
Neural networks are a class of machine learning models that 
are used to find patterns in data. These patterns are then 
used to predict or classify aspects of the data. There are 
many different architectures of neural networks and only a 
brief outline is given in this report. 

Commonly, a neural network consists of layers of nodes 
which are connected, see Figure 2. The input data (could for 
example be the stock price of a certain company) is 
represented in the first layer of nodes (commonly referred to 
the input layer). This layer can be connected to an additional 
layer of nodes. The strength of the connections between the 
nodes of each layer determines how much information gets 
transferred.  An output node is used to give a (or several) 
value(s) which represents the prediction(s) of the network. 
This description is a vast simplification and only describes 
one of the most simple neural networks. It is only of use as a 
small conceptual intuition.

LSTM
For this project the LSTM network is chosen, which has a 
Recurrent Neural Network (RNN) type architecture. RNNs are 
neural networks with the capability to learn from the order 
of the data in addition to the data itself. A simple example 
outside of finance is sentence creation, whereby 
remembering the previous words and their order it is 
possible to predict the next word in the sentence. What is 
distinctive about the LSTM compared to other RNNs is the 
fact that it has a longer memory and can remember data and 
its order from further back

This property of the LSTM model makes it suitable for time 
series forecasting such as predicting the price/movement of 
a stock. The mathematical framework of an LSTM network is 
outside the scope of this report. For more information on the 
mathematics there are various articles2 that will explain the 
theory in depth. 

When working with neural networks it is advantageous to 
work with balanced data. Balanced data is when you have an 
even amount of data for each object the network is trying to 
predict. An example of an imbalanced data set could a data 
set with 90% pictures of cats and 10% pictures of dogs. It 
might be problematic to use this data set when training a 
network to differentiate between dog and cat pictures. The 
network might simply not have enough dog pictures to learn 
the difference between the two classes (dog and cat). The 
same problem can occur when using data from the financial 
stock market, since stocks generally have an upward trend. 

Two methods to help deal with imbalanced data are:

• Undersampling the data

• Class weights

Undersampling is when you remove data from your training 
data. The data removed is the data related to the majority 
class, i.e. removing pictures of the class ”cat” in our previous 
example. Applying class weights is when you punish incorrect 
predictions of the minority class (dog) more than incorrect 
predictions of the majority class (cat).  These are the 
methods that will be used in this project.

Furthermore, an indirect approach to deal with imbalanced 
data sets is to increase the over all predicting power of the 
features or reduce the noise in the model. One way to do so 
is to remove features that are redundant. If a feature is 
highly correlated with another feature (or another set of 
features) it might be beneficial to remove it to increase the 
degree of relevant data per feature. To do this there are 
several potential non-parametric distribution tests that can 
be used such as Spearman and the Kendall’s Tau test. These 
tests seek to find correlations between features. A Kendall’s 
Tau test will be in used in this project. 

However, when dealing with imbalanced data sets it is 
important to be careful with correlation tests since even 
though two features can be highly correlated over all, they 
might have low (or opposite) correlation in the important 
minority regions. Therefore it can be important to separate 
the regions where correlations are investigated. Correlation 
can be checked separately to analyze feature behaviour in 
the two regions to determine their overall correlation. This 
method is applied in this project between regions of 
upwards and downwards trending stock price.

Figure 2: Example architecture of a neural network. Two layers of nodes, 
with five nodes in each layer. The input layer nodes (green) are connected to 
the second layer nodes (blue). These are in turn connected to an output 
node (red) representing the prediction of the neural network 1 . 
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Method

As mentioned in the introduction, the purpose of this project 
was to allocated between stocks or bonds based on the 
predictions of the LSTM network about the stock market 
price movements. Specifically the SPY ETF and the BND ETF 
were chosen as the assets to allocate between. The SPY ETF 
is a stock ETF that follows 500 large companies in the United 
States and the BND ETF follows a broad-based bond index. 
These were chosen to get a broader exposure to the 
stock/bond market compared to using a single stock/bond. If 
a prediction was made for the SPY ETF price to have a 
decrease of more than -2% in the next five days the portfolio 
was allocated to the BND ETF. If a -2% decrease was not 
predicted the portfolio was allocated to the SPY ETF. 

The data that was used to make the prediction can be seen in 
table A1 in the appendix. A combination of single stocks that 
the SPY ETF consists of was used, in addition to stock ETFs. 
This was done to get both detailed information about 
potentially important stocks and to also get broader 
information about the stock market from the ETFs. For both 
single stock and stock ETFs the Bollinger bands3 and 
momentum indicators 4 were used in addition to daily price 
changes. Other forms of data such as interest rates and 
volatility metrics were also included. 

The process for the can be summarized as:

• Collect features/data over a time span of 21 years 
(2000-01-19 to 2021-01-29).

• Split the data in to three sets:

1. Training set (main portion of the data).

2. Validation set (roughly 20% of the data).

3. Test set (roughly 10% of the data).

• Do statistical or ML-analysis to narrow the features.

• Choose hyperparameters using Bayesian optimization. 
The accuracy for each try of hyperparameters is evaluated 
using the validation set. 

• Once the optimal hyperparameters are believed to be 
found (additional small manual changes can be made), 
the model is trained. 

• Once a pre-set accuracy is reached for the validation set, 
the model is finally evaluated on the test set to evaluate 
how well it will perform on completely unseen data. 

Data earlier than the year 2000 is not included for two 
reasons:

1. Lack of data. Digitalization made access to finance data 
easier from around year 2000. 

2. Possibly a different kind of market. Since the 
introduction of the internet, social media and smart 
phones, the market might not have the same predictors 
as it had in the 20th century. 

The reason for the data split is to have a data set to train on 
(training and validation set) and a final set to test the 
finished model on (test set). 

The test set is used to simulate real time data. The tuning 
and training is done on the training and validation set. Once 
all the parameters are set and the training period is done, 
the model is evaluated on the test set. This is done to make 
sure the parameters (both the trainable parameters and the 
ones chosen manually) are not too adapted to our training 
data, but are actually good parameters in general.

This is referred to as generalization in machine learning. It is 
therefore important to not use the test set to tune your 
model further, since it will not be possible to tell if the 
network then got better or simply adapted to the test set as 
well. 

Feature/data collection

Analysis and selection of features

Bayesian optimization or manual 
tuning of hyperparameters

Evaluate accuracy on validation 
set

Does the model reach pre-set 
treshold accuracy?

Evaluate accuracy on test set 

NoYes

Data split

Figure 3: A flow chart of the full LSTM training and evaluating 
method. 
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Method

Feature selection
To improve the quality of the features, some feature 
selection was used. The features were selected based on a 
feature correlation method and a random forest machine 
learning method.

Feature correlation
By dividing the SPY ETF in to two different regions of an 
upwards trend and downwards trend and obtaining the 
correlation for a few selected features, it was possible to see 
some correlation across regions. The correlation strength 
was checked using Kendall’s Tau correlation test which is a 
non parametric test that deals well with outliers when 
compared to parametric tests such as the Pearson 
correlation test. The correlation across regions might indicate 
that some features would not help the network in making its 
predictions, and they can therefore be removed. It is 
important to note that this does not mean that the feature is 
not important in market prediction nor does it mean that 
removing it will improve the accuracy of the predictions. 

It could be the case that they were not  significant in the 
specific regions chosen to analyze, but the regions 
themselves are not enough to represent the full market. 
Additionally, if the features are fully correlated in the training 
set time period, but uncorrelated (or correlated  inversely in 
the different regions) in a significant way in the test set time 
period, it might not matter if the feature is removed. The 
correction for this would be to use a training set which 
captures this pattern. 

Figure 4 shows these correlations for 12 important features. 
These 12 features are not the full set of features used, only a 
selected set of interesting features to check the correlation 
on. The decision was then made to remove features based 
on these correlations. 

Random forest feature selection
In addition to the feature correlation method, a random 
forest algorithm was used5. The algorithm uses built in 
methods of the random forest model to find features that 
are important according to random forests own metric. 

Figure 4: The Kendal coefficients for an a) upward and b) downwards trends in the SPY ETF where c) is their difference. 
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Method

Hyperparameter optimization
The step after deciding which features to use is to decide 
which hyperparameters to use. Hyperparameters are the 
parameters in the model that can be manually changed 
before training (or between training sessions) to make sure 
the model is optimally capable to learn the patterns in your 
data. To optimize these parameters is a big part of the 
optimization process. 

For the LSTM model a method called Bayesian 
hyperparameter optimization was used. This is an 
optimization method which creates a probabilistic model of a 
function that maps the hyperparameters to the objective 
function (a function related to how well the 
hyperparameters do). To phrase in less complicated way, the 
method tries to figure out which hyperparameters will work 
without trying them all. It will then take a few sample 
parameters and update its guess based on these evaluations.  
This method requires far fewer runs than if you were to 
manually try every possible combination of 
hyperparameters. The chosen hyperparameters that were 
optimized for this model were:

• Learning rate

• Activation function

• Number of nodes

• Class weights

• Optimizer

Learning rate represents how large steps the network will 
update it self during training. Too small steps might cause the 
network to get stuck in a region where it will not improve 
beyond a certain point even though there is a more optimal 
state it can be in. Too large steps could cause it to miss the 
optimal region completely. Activation function and the 
number of nodes refers to the mapping and calculation of 
the data in the LSTM, which is not described in this report. 
The optimizer is the method used to try to find the least 
error (or highest accuracy) of the model. There are different 
ways to do this and they can have a large impact on 
determining the performance of the model. And lastly class 
weights are the weights that decide how heavily punished an 
incorrect prediction of a certain class should be. Table 1 
shows the chosen range for each parameter in this project 
for the LSTM network. 

Hyperparameter Value Description

Learning Rate ~ 1·10-5 - 1 How much the network updates its parameters after each 
training iteration.

Activation function Tanh/Sigmoid Related to data transformation in the network. 

Number of nodes 10 - 150 Computational unit in neural network. 

Class weights 5 - 50 How much more to punish for a wrong guess of the 
minority class.

Optimizer Nadam/adam How the learning rate is used to update the neural 
network. 

Table 1: List of hyperparameters, their possible values and a short description.
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Results and analysis

Feature correlation
Figure 5 a) shows the accuracy of the predictions when all 
features were used, without any real analysis being made 
except for an overall suspicion of the relevance of the 
features. This is compared to predictions where features 
selected using the Kendall’s Tau correlation method was 
used, see Figure 5 b).  When all the features were used, the 
predictions were exclusively of the class “0” and never class 
“1”, see table 2 for class descriptions. This likely due to the 
imbalance in the data that was discussed in the theory 
section. If the network only predicts “0”s the overall accuracy 
will be high (due to the high amount of “0”s), but the 
network will not necessarily have learnt any significant 
patterns in the data. After using Kendall’s Tau correlation 
method there was some attempt at predicting the “1” class. 
The accuracy went from 0% to 44.7% of accurately prediction 
the “1” class. This came at a sizeable cost in the accuracy of 
predicting the “0” class (from 100% to 76.4% accuracy). Even 
though there was a change in the predictions when Kendall’s 
Tau correlation method was used, the difference is not 
indicative enough to alone conclude that it is a successful 
method. 

Class Representation

1 A change of -2% or less in the coming 
week.

0 Rise in price or drop by a magnitude 
less than 2%

Table 2: What the two classes represent.

Figure 5: The accuracy (in percentage) of predictions compared to the true value when using a) all features and when using b) features 
corrected for with Kendall’s Tau coefficient.  The total sample was 635 samples large, with 550 of the ”0” class and 85 of the ”1” class. 
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Results and analysis

Backtest – Random forest algorithm
A backtest was performed using the features selected by the 
random forest method, see Figure 6 a). Here the portfolio 
was rebalanced once a week, and the returns shown in 
Figure 6 a) are the average results of five different iterations 
using each weekday as the starting point. Allocating between 
assets using the LSTM predictions gave a return of almost 
70%, which was higher than both the 60/40 strategy and the 
strategy of holding SPY during the entire time period. 

To understand why the LSTM model was so successful it is 
important to understand the unique time period it was 
tested on. It was a period with high annual return, which can 
be seen by looking at the high return of the buy and hold 
strategy. In addition to this, the time period includes a 
pandemic which caused a market crash. At first thought, this 
might seem like a period were one should expect low returns 
or lower accuracy of the predictions. But combined with the 
overall high return, the market crash provides opportunity to 
make substantial increase overall by allocating to bonds if it 
is timed right. A few correct predictions of market decrease 
during the crash can result in a large increase in overall 
return.

Figure 6 b) shows the standard deviation of the returns 
between the weekdays. A quite substantial increase can be 
seen during the market crash. This could suggest that the 
LSTM is seeing new data for which it was not trained for. 
However, since the increase true for all the strategies, a more 
likely explanation could be that it is simply caused by the 
volatility of the market. 

Figure 6: a) Shows the return of different strategies trading on the SPY ETF where b) shows the standard deviation between the returns of 
the weekdays for each weeks trading/allocation.  
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Conclusions

In conclusion, what can be said about the LSTM model is that 
the it has a tendency to exclusively predict the majority class, 
even with Kendall Tau corrections and feature analysis. It 
seemed to outperform the 60/40% portfolio strategy, but 
further and more extensive testing will need to be done to 
draw any significant conclusions.

There are several ways to proceed from here:

• Reassess the features. Among the features used now, 
many were technical indicators (Bollinger bands and 
momentum indicators) or macroeconomic features such 
as different variants of interest rate. An issue with this 
could be that they are already commonly used in stock 
forecasting, which might affect their prediction power 
indirectly. One can use more alternative features to try to 
circumvent this. An example is sentiment analysis of 
social media and news posts/articles.

• Use an alternative optimizer. If the problem is that the 
network can make better predictions but choose not to 
due to being confined in a local minima of the error 
function, an alternative optimizer can be used. Basically 
this means that we want the network to not be hindered 
by the fact that changing its parameters will make the 
predictions worse before they get better. An example of 
such optimization could be the particle swarm 
optimization6.

• Heavier statistical analysis of the features. Currently, a 
non-parametric test is applied (Kendall’s Tau) to the data 
to find correlations. Even though this might be a good 
start, it might not be sufficient. Naturally the model 
performance is highly correlated to the quality of the 
features. 

• Further hyperparameter optimization. Some research 
indicate that hyperparameter optimization is very likely to 
give better results than manually choosing them7. It is 
often very hard to have a good intuition for the best 
hyperparameters to use, especially in complicated models 
such as neural networks. It might therefore be beneficial 
to spend some time and effort to find better ways to 
optimize these parameters. 

• Newer models. Machine learning and artificial neural 
networks are constantly evolving. The LSTM used in this 
project is already outperformed by newer models (e.g. 
Transformers8). However this step might be something to 
consider after the previous steps are implemented since 
the previous steps are general when it comes to making 
models more accurate, and will most likely be useful in 
the newer models as well. 

Overall, some interesting problems were faced in this 
project. It is hard to say which impact machine learning and 
artificial neural networks will play when it comes to stock 
price prediction in the future. But dealing with the issues 
outlined in this report could be a start. 
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Appendix

Single stocks Stock/sector 
ETFs

Interest rates Other

Apple SPY Federal fund 
reserve

Gold

Google Nasdaq 
Composite

Prime rate VIX

Microsoft DOW LIBOR

IBM

Amazon

UnitedHealth

Anthem

Cigna

Humana

Table A1: Full feature space that could be utilized.
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